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PREFACE

As the drinking water industry moves into the 21st century, utility professionals are beginning to reexamine traditional approaches to water regulation and delivery.  U.S.  population demographics are shifting, with an increasing elderly population and more groups in special medical categories, such as transplant patients, who may have special requirements regarding the quality of their drinking water.  It is becoming increasingly apparent that to meet these demands for higher and higher quality drinking water, the industry can no longer afford to treat more than 99% of its potable water for non-drinking purposes such as lawn watering, swimming, and car washing.  New and innovative treatment and delivery approaches are needed and the regulatory framework must be adjusted encourage and permit this flexibility.

These considerations are especially pertinent for small and rural water systems, which frequently must bear the most significant financial and operational impacts of water regulatory initiatives.  To address these challenges, the National Rural Water Association commissioned the preparation of eight concept or “white” papers to examine issues of affordability, acceptable risk, balancing benefits and costs, thresholds, sensitive subpopulations, and compounding or cumulative impacts of water regulations.  This paper is intended as a resource for regulatory and industry personnel who are charged with developing national regulatory policy and the responses to that policy.

Executive Summary

This white paper describes key principles for how benefit-cost analysis (BCA) should be performed and interpreted for setting maximum contaminant levels (MCLs). The Safe Drinking Water Act (SDWA) as amended in 1996 requires that EPA conduct a benefit-cost analysis (known as Health Risk Reduction and Cost Analysis, or HRRCA) that contains both quantitative and nonquantitative information, compares incremental benefits to incremental costs, and indicates the presence and impacts of uncertainties. Based on the HRRCA, the EPA Administrator is required to issue a formal “determination” that the benefits of each standard “justify” the costs. Further, the Administrator is authorized to set MCLs at levels other than what is technologically feasible if the benefits are found not to “justify” the costs.

The term ‘justify” is not defined in the statute, but according to standard economic principles the objective is to identify the MCL at which the benefits exceed the costs by the widest margin — the point where the “net benefits” are the greatest. The MCL that yields the greatest net benefit is the point where “incremental benefits” still outweigh “incremental costs” and where moving to a more stringent option would add more costs than benefits (where incremental benefits become outweighed by incremental costs). This is why the SDWA specifies that the HRRCA reveal the incremental costs and incremental benefits of each MCL option — it is the comparison of these incremental benefits and costs that enables one to maximize social welfare. 

Drinking water regulations generate benefits in the form of reduced risks that people will suffer adverse health impacts. The benefits are often thought of as a reduced number of illnesses (morbidity) or deaths (mortality). However, there is no identifiable individual whose life is saved or illness avoided. Instead, the benefits reflect “statistical lives” because regulations reduce a low-level risk borne across a large population. Second, because every person is mortal, no regulatory action truly “saves lives.” Instead, MCLs reduce a number of “premature fatalities” or, put another way, “increase the life expectancy” and generate benefits in the form of “life years saved” (LYS). 

To assign a monetary value to risk reductions, analysts rely on estimates developed of the “value of a statistical life” (VSL) by looking how people state or reveal their “willingness to pay” (WTP) for lower (or elevated) risks. These estimates represent monetary measures of the value individuals place on the change in quality of life achieved as a result of a risk reduction. The WTP-based measures are the conceptually appropriate approach, in accordance with well-established and broadly accepted principles of welfare economics.

The VSL concept is suitable for application to MCLs (or other environmental, public health, or safety programs) because the value concept corresponds to the risk reduction context — MCLs reduce low level risks across a large population, and the VSL estimates also reflect how people value small changes in low level risks that are spread across a large population. However, there are important issues of concern in how VSL estimates should be applied in the MCL context, such as the timing of the risks (e.g., to account for latencies in the onset of cancers), the amount of life extension generated per case, and other attributes of the risks and the impacted populations. A Science Advisory Board (SAB) panel suitably recommends including latency periods for delayed onset health effects, and discounting the results to present values (using the same discount rate applied to all other benefits and costs). 

There are numerous challenges in developing and interpreting BCAs, such as accounting for uncertainty and variability, distinguishing the use of the precautionary principle in risk assessment when trying to estimate realistic benefits, and accounting for an important benefit or cost that cannot be readily quantified or expressed in monetary terms. In addition, benefits and costs need to evaluated by system size category. MCLs tend to impose much higher costs per unit of risk reduction benefit received by households served in small systems relative to the costs per risk reduction borne in larger communities. This raises a fundamental issue of fairness or “environmental equity” — should families served by small systems be forced through regulations to pay much higher costs for their risk reduction benefits than do households in larger, more urban settings?

In conclusion, there are important uncertainties and challenges associated with applying BCA to the drinking water context. This means that BCAs will often be inexact and must be performed and interpreted with due caution. Accordingly, BCAs generally should not be used as a strict decision rule. Nonetheless, BCA is a very useful tool for helping to ensure that America’s investment in MCL compliance costs will yield suitable public health returns. When conducted and interpreted in a sound and objective manner, BCAs will be very informative in guiding the nation’s drinking water investments so that they generate the greatest public health returns possible. 

BALANCING BENEFITS AND COSTS

OBJECTIVE

This white paper provides an overview of professional thinking regarding the methodology and criteria used for balancing the benefits and costs of drinking water regulations (i.e., Maximum Contaminant Levels, MCLs). The emphasis is on the rural/small water system perspective, however, the benefit-cost issues are generic to evaluating regulatory issues in under the Safe Drinking Water Act (SDWA) in general.

This white paper addresses key questions, including:

1.
How are benefits and costs assessed? In other words, how are the estimates derived, and how reliable or controversial are they likely to be?

2.
How should benefits be compared to costs? This question raises issues related to how one should interpret a benefit-cost comparison in setting a public health-oriented regulatory level, and includes the issue of how nonquantifiable benefits and costs should be considered.

Neither of these questions can be answered with simple responses, because there are many complex factors and uncertainties to be considered. Nonetheless, this white paper attempts to lay out the conceptual foundation and key principles for how benefit-cost analysis (BCA) should be performed and interpreted for setting MCLs. It is intended to provide readers with a clear overview of the issues and techniques, and an understanding of the key points of contention in the debates about how benefit-cost analysis should be conducted and interpreted for setting standards. 

ELEMENTS CONSIDERED IN THE WHITE PAPER

This white paper consists of several sections, which in turn address:

1.
SDWA requirements for BCA

2.
Current Environmental Protection Agency (U.S. EPA) policies and practices

3.
Interpreting BCA results (e.g., using incremental net benefits)

4.
Appropriate measures to use in quantifying and valuing benefits 

5.
Latency periods associated with many health effect risks (e.g., cancers)

6.
Discounting future benefits and costs (e.g., cancers manifesting years after exposure)

7.
Uncertainty and variability

8.
Other items that influence how benefits and costs should be considered.

THE ROLE OF BCA IN SETTING STANDARDS UNDER THE SDWA

Common sense suggests that the benefits and costs of various options should be considered (in some manner) when making regulatory policy or other decisions that are aimed at protecting public health. Before the 1996 Amendments, however, standard setting under the Safe Drinking Water Act (SDWA) could not take into consideration what the quantified health benefits of a regulation might be, or how those benefits compared to costs. 


Instead, the statute prior to 1996 required that the U.S. EPA establish technology-based standards in which the MCLs were to be set as close to the “risk free” levels (MCL goal) as “feasible,” where feasibility pertained to technologically achievable contaminant removals and practical limits of quantitation. Public health risk reduction benefits were typically examined, but these benefits were rarely quantified in any meaningful or systematic manner, nor could they be taken into account in standard setting.


Under the 1996 Amendments to the SDWA, new statutory language (1) required EPA to conduct and publish of a benefit-cost analysis with every rulemaking effort, and (2) enabled the Agency to use benefit-cost information in selecting how stringently to set the standard. These two features are noteworthy, especially the latter provision, which enables the Administrator to set enforceable standards that may be less stringent than what is deemed technically feasible, if the BCA indicates the less stringent MCL is justified. 

More specifically, the 1996 Amendments now require that EPA publish a report describing the public health risk reduction benefits and national compliance costs for every standard that it proposes or promulgates. The statute requires [§1412 (b)(3)(C)] that the mandated benefit-cost analysis, which is referred to as a Health Risk Reduction and Cost Analysis (HRRCA), include the following:

1. quantifiable and nonquantifiable health risk reduction benefits from reductions in the contaminant of concern

2. quantifiable and nonquantifiable health risk reduction benefits from reductions in co-occurring contaminants

3. quantifiable and nonquantifiable costs, including monitoring, treatment, and other costs

4. incremental costs and benefits associated with each alternative MCL

5. the effects of the contaminant on the general population and on sensitive subpopulations

6. any increased health risk that may occur

7. other relevant factors, including the quality and extent of information, the uncertainties in the analysis, and factors related to the degree and nature of the risk.

In other words, the SDWA now requires that EPA conduct a benefit-cost analysis (HRRCA) that contains both quantitative and nonquantitative information, compares incremental benefits to incremental costs, and indicates the presence and impacts of uncertainties in the analysis. The HRRCA must be available for public review and comment as part of every rulemaking action. 


Based on the HRRCA, the Administrator is required to issue a formal “determination” that the benefits of each standard “justify” the costs. Further, the Administrator is authorized to set MCLs at levels other than what is technologically feasible if the benefits are found not to “justify” the costs. In other words, the Amendments enable the Administrator to set the standard “that maximizes health risk reduction benefits at a cost that is justified by the benefits.” Hence, statutory requirements now formally mandate that public health risk reduction benefits be systematically estimated, communicated to decision-makers and the public, and then evaluated vis-a-vis costs in making regulatory decisions. It is worth noting that neither the statutory language or the legislative history specify what “justify” means, which leaves the term open to interpretation. 

THE USE OF BENEFIT-COST ANALYSIS IN PAST DECISION-MAKING
Since the dawn of time, humans have weighed the pros and cons of their options before acting. As a formal policy evaluation tool, however, benefit-cost analysis was spawned by language in the Flood Control Act of 1936, which mandated its use by the U.S. Army Corps of Engineers in evaluating water resource projects. The concepts underlying BCA are well grounded in economic theory, but early applications were generally unsophisticated and often politically skewed to promoting specific water projects. Over subsequent decades, BCA’s maturation process has refined its conceptual foundation, empirical methodologies, and policy interpretations. Nonetheless, widely recognized limitations remain. 


In the environmental, health, and safety areas in particular, significant challenges to the application of BCA include uncertainties, gaps in the available data, controversies surrounding methods for quantifying physical effects or placing monetary values on nonmarket outcomes (such as change in risks to health), and issues of equity. These unresolved issues suggest that BCA should not be used as a strict decision rule for defining which policy options can be considered and which must be selected. Rather, with better use of sound scientific and policy approaches to address uncertainties and other problems, BCA can be used, as now intended under the amended SDWA, as a practical, objective, and valuable tool that contributes to a more informed decision-making process.

In the past 15 years, BCA has been applied successfully and constructively to several important public health, safety, and environmental issues. For example, EPA conducted an outstanding BCA of lead exposures from vehicle exhaust associated with use of leaded fuels. This BCA was instrumental in accelerating the phase-down of lead concentrations in motor fuels (absent the BCA, society would have continued to bear the costs of higher lead exposures). 


Useful benefit-cost applications to drinking water issues include a study that demonstrated that the pre-1996 SDWA statutory requirement that EPA regulate 25 additional contaminants every three years was diverting scarce resources away from addressing more critical drinking water health risks. The analysis showed that some regulations cost over $1 billion for each cancer case avoided, whereas MCLs for other contaminants could achieve the same level of protection at less than $1 million per case avoided. As a consequence, close to 99% of the regulatory program’s carcinogenic risk reductions could be achieved at approximately 60% of the cost if there were greater flexibility in selecting which contaminants to regulate (or, stated in another manner, the same monetary investment could have yielded far greater public health benefits if the regulations had been established on a benefit-cost basis; Raucher et al., 1994).


These and other applications illustrate that, when pursued with due care, (1) practical solutions to the inherent limitations of BCA can be found, (2) BCA can be a feasible, objective, and valuable tool for decision-makers, and (3) BCA can be used to promote as well as criticize environmental programs (i.e., it is not a device intended solely to undermine the fabric of the nation’s health, safety, and environmental regulations). The balance of this white paper discusses issues related to how BCA should be conducted and interpreted to best ensure that the nation’s investments in drinking water yield the greatest public health benefits possible.

EPA’S PRACTICES AND POLICIES REGARDING BCA
Before the 1996 Amendments to the SDWA, EPA was not allowed to consider BCA issues in setting MCLs, nor was it required under the statute to estimate benefits. Nonetheless, since 1981 a series of Executive Orders — coupled with regulatory reviews by the Office of Management and Budget (OMB) — required that the Agency make some attempts at estimating benefits and comparing them to costs. Typically, these pre-1996 BCAs were very simple and qualitative, relying on very general information such as listing the potential adverse health effects associated with a contaminant of interest, and in some instances indicating the number of water systems and people possibly exposed to levels of regulatory interest. 


One key exception was the MCL for lead, for which a fairly extensive benefits analysis was developed, consisting of health risk assessments and economic valuations for many types of adverse health effects that were likely to be reduced by the rule. The BCA for this rulemaking was similar to some of the better analyses the Agency had conducted in its nondrinking water programs. For example, between 1981 and 1996, some reasonably sophisticated BCAs had been conducted by EPA in the context of some of its air quality and wastewater regulatory activities. 


With passage of the 1996 Amendments, the EPA drinking water program has attempted to step forward with better BCAs. For example, a benefits workgroup was convened as part of the National Drinking Water Advisory Council (NDWAC) activities, and this panel established several guiding principles for using BCA in a manner consistent with good economic theory and public policy. In addition, EPA’s analyses for SDWA-related rulemakings issued since 1996 have provided more quantitative and comprehensive BCAs than were typically seen before the Amendments. Nonetheless, the post-1996 BCAs (e.g., for MCLs recently proposed or promulgated disinfection byproducts, radon, and arsenic) still have several significant shortcomings in how benefits were estimated and portrayed, how benefits were compared to costs, and how the Agency interpreted the BCAs.

On a broader level (i.e., beyond the drinking water program), EPA in recent years has been revisiting key BCA issues. The Office of the Administrator recently published Guidelines for Preparing Economic Analyses (September 2000) that address the core issues of how to conduct a BCA. In addition, the Agency’s Science Advisory Board (SAB), Environmental Economics Advisory Committee (EEAC), recently issued a report on the key issues of how EPA should assign monetary values to regulations that reduce the risk of premature fatality (June 2000). Both reports provide practical and sound guidance on how BCAs should be conducted, but to date the HRRCAs from the EPA’s drinking water office have not fully adhered to the spirit or letter of the guidance.

COMPARING BENEFITS TO COSTS

Maximizing Net Benefits


The goal of a BCA should be to help guide decision-making toward options that lead to the highest level of well-being for society as a whole (economists refer to this as “maximizing social welfare”). This means looking for the MCL at which the benefits exceed the costs by the widest margin. This is the point where the “net benefits” are the greatest (where net benefits equal benefits minus costs).
 


To identify the MCL that yields the greatest net benefit, economists look for the point where “marginal benefits” are equal to “marginal costs.” These “marginal” concepts refer to the change in benefits and the change in costs for each possible increased stringency of an MCL (i.e., what the additional benefits and costs would be if an MCL were to be made 1 µg/L more stringent than the last option considered). 

Using Incremental Benefits and Costs

In reality, there are rarely data to examine how marginal benefits and costs change at such a tiny (i.e., 1 µg/L) change in an MCL, so instead the terms “incremental benefits” and “incremental costs” are used instead of marginal benefits or marginal costs. These “incremental” terms refer to examining how benefits and costs change from one MCL option to the next (e.g., moving from a 50 µg/L arsenic standard to a 20 µg/L MCL option, and then examining the incremental benefits and costs of moving from 20 µg/L to 10 µg/L, and so forth). 


The incremental perspective allows one to view regulatory options one step at a time, and to identify the point (MCL option) at which moving to the next more stringent option would add more costs than benefits (where incremental benefits become outweighed by incremental costs). By selecting the lowest MCL for which the incremental benefits still outweigh the incremental costs, the policy will yield the greatest possible net benefits to society. This is why the SDWA statute now specifies that the HRRCA reveal the incremental costs and incremental benefits of each MCL option — it is the comparison of these incremental benefits and costs that enables one to maximize social welfare. This concept of maximizing net benefits by comparing incremental benefits to incremental costs is also how most economists would interpret the intent of the SDWA BCA provisions.


One limitation of EPA’s drinking water BCAs to date has been a reluctance to present an incremental benefit-cost comparison. Instead, they typically have shown total benefits and total costs, and justify MCL selections based on benefits being roughly the same size as costs. This type of benefit-cost comparison only indicates that the regulation may be a “break-even” proposition at best (net benefits of zero) — there has not been any attempt to consider using the analysis to maximize net benefits, only to show that net benefits may not be negative. 

Accounting for System Size: Cost per Unit of Risk Reduction and Environmental Justice


An additional point to consider in comparing benefits and costs is the need to break the analysis down by system size category. This is because drinking water treatment costs (the costs of compliance) tend to be relatively high on a per unit basis in small (rural) systems. Therefore, households served by small/rural water systems typically bear a disproportionately high share of the regulatory costs relative to customers in larger systems that enjoy economies of scale in treatment. 

While a uniform MCL for small and large systems does provide households with roughly “equal health protection” (comparable risk reductions) regardless of where they live or the size of the Community Water System (CWS) that serves them, the cost burden each bears can be significantly different. In essence, any given MCL is likely to impose much higher costs per unit of risk reduction benefit received by households served in small systems relative to the costs per risk reduction borne in larger communities. This raises a fundamental issue of fairness or “environmental equity” — should families served by small systems be forced through regulations to pay much higher costs for their risk reduction benefits than do households in larger, more urban settings?

When EPA presents its BCAs, it typically provides national aggregates of benefits and costs. Under the national perspective, small system benefit-cost impacts are buried under the preponderant share of total costs and benefits borne by larger systems. But BCA results should also be made available on a system size basis, so that the benefit-cost tradeoffs borne by small system customers can be readily evaluated. These may reveal that the cost per unit of risk reduction (e.g., the cost per cancer fatality avoided) may be unreasonably large for households served by small systems. This type of finding can then be used as a basis for considering alternative MCLs, for considering providing supportive compliance funding to small systems, or both. 

APPROPRIATE MEASURES OF RISK REDUCTION BENEFITS


Drinking water regulations generate benefits that are in the form of reduced risks that exposed people will suffer adverse health impacts. In other words, the benefits are thought of as a reduced number of illnesses (morbidity) or deaths (mortality). This raises the question of how one predicts the number of such adverse health effects avoided, and also how one places a dollar value on “saving lives” or “protecting good health.” In other words, the key issues that arise are (1) how to quantify the benefits, and (2) how to (or whether to) assign monetary values to these benefits, so that benefits can be compared directly to costs. 

Quantifying Risk Reduction Benefits


Drinking water regulatory benefits typically are quantified in terms of the number of illnesses or premature fatalities avoided due to reducing exposures to contaminants. As such, the quantified estimates are based on a series of analyses that constitute a “risk assessment.” These start with contaminant occurrence (how many systems have this contaminant, and at what concentrations?), exposure assessment (given a concentration in drinking water, how much does the person actually ingest — what is their “dose?”), and dose-response (what level of health risk is associated with the estimated level of exposure or dose?). 

Ultimately, the risk is characterized in some quantitative fashion (to the degree feasible), such as the excess lifetime risk of cancer for a person exposed to a given concentration for a specified duration of time. For example, there may be a 1.0 * 10-6 lifetime risk (i.e., a one in a million chance) that someone exposed to contaminant X at a concentration of 10 µg/L would suffer a cancer as a consequence. This result implies that for every million people exposed at this level, there would be one expected excess case of cancer in that population due to the presence of that compound in drinking water. Such results are based on several key assumptions, such as having the person consume 2 liters of water per day in a 70 year lifetime (the issue of whether the underlying assumptions are reasonable or representative is a matter for another white paper). 

Using the above example, if a regulation eliminated this risk entirely, then the benefits would typically be quantified as one cancer case avoided per lifetime (or 0.014 cancers avoided per year, using the typical but questionable assumption that the risk is spread equally over a 70-year lifetime). If the type of cancer is predominantly fatal (low survival/remission rate), then one might portray the result as one life saved.
 

While “lives saved” is a convenient and readily understood metric, it is important to recognize several important facts. First, there is no identifiable individual whose life is saved. Instead, the outcome reflects what is referred to as a “statistical life,” because what the regulation has really accomplished is to reduce a low-level risk that was borne by a large population. In effect, the MCL reduced the risk levels borne by 1 million people, and the estimate of one “life saved” is just a convenient metric for portraying that risk reduction.

Second, because every person is mortal, no regulatory action truly “saves lives.” Instead, MCLs may reduce a number of “premature fatalities” or, put another way, “increase the life expectancy” of someone who might otherwise have suffered a fatal illness. For example, by avoiding a fatal cancer that typically strikes late in life, a rule may add 10 to 20 years of life expectancy of every predicted statistical life saved. This is typical of lung cancer and bladder cancer, where the typical age of onset is in the mid-60s and mid-70s, respectively. If the typical life expectancy for someone spared one of these cancers would otherwise be 85 years, then each fatal cancer case avoided yields a benefit of 10 to 20 “life years saved” (LYS). Alternatively, if the fatal cancer avoided was a childhood leukemia, then the expected benefit would be closer to 70 to 80 LYS. Thus, the LYS metric is a useful to way to portray and compare benefits.

Since 1996, EPA has typically used quantified benefits in the form of fatalities avoided and nonfatal illnesses avoided (where it has been feasible to quantify such outcomes). The Agency’s Drinking Water Program has resisted the use of LYS, even though it is a useful manner with which to compare different regulations.

Valuing Risk Reduction Benefits



Once the change in risk of adverse health effects has been estimated (e.g., 10 excess statistical cancer fatalities would be avoided annually), a range of valuation techniques can be applied to estimate benefits. The two common measures of monetary value for human health are cost of illness and willingness to pay.

Assigning monetary values to quantified changes in health risks raises numerous normative and positive issues. Regardless of how one philosophically views the issue of assigning monetary values to changes in health status, sound policy development requires that such a step be taken. At a minimum, an implicit valuation of changes in health risk should be performed, such as in a cost-effectiveness context of the “cost per change in health risk.”

Willingness to Pay — the Value of a Statistical Life


There is an important observation that helps define how to address the thorny ethical, conceptual, and empirical issues associated with “valuing good health” or “placing a dollar value on lives saved.” The key is to recall that MCLs reduce risks, they do not “save lives” or “improve health” per se. Therefore, the key to valuation is to examine how people respond to and reveal their values (or preferences) about risks.

Every day, people face a wide range of risks to their health and safety. Some of these risks are borne involuntarily (e.g., exposure to pollutants, or a genetic predisposition to certain types of disease); some risks are confronted by choice (e.g., choosing whether to use tobacco, install smoke detectors, wear a seat belt, ride a motorcycle, or accept a job in a risky occupation). By observing how individuals make choices about the level and types of risks they bear, and the level of cost they incur to reduce risks (or the rewards they receive when accepting increased risks), economists have been able to make clear inferences about the monetary worth of risk reductions. 


There are over 26 published research papers in which economists have developed estimates of the “value of a statistical life” (VSL) by looking how people state or reveal their “willingness to pay” (WTP, or to accept compensation) for lower (or elevated) risks. Typical studies examine wage rate premiums in risky professions, or consumer behavior in purchasing risk-reducing items. Willingness to pay estimates represent monetary measures of the value individuals place on the change in quality of life achieved as a result of a risk reduction. The WTP-based measures are the conceptually appropriate approach, in accordance with well-established and broadly accepted principles of welfare economics. 

EPA has reviewed the WTP literature and found a midrange value for VSL of $6.1 million (the range spans roughly from $1 million to $20 million). This EPA finding is generally accepted as a reasonable interpretation of the literature, although there are important controversial issues how the VSL estimate should be adjusted when applied to drinking water standards (as discussed in several sections below). 

The VSL concept is suitable for application to MCLs (or other environmental, public health, or safety programs) because the value concept corresponds to the risk reduction context — MCLs reduce low level risks across a large population, and the VSL estimates reflect how people value small changes in low level risks that also are spread across a large population. 

For example, a VSL estimate may be based on a $610 per year wage premium per worker in an occupation where the risk of fatal accident is 1 in 10,000 per year. This means that for 10,000 workers, there is one statistical premature fatality expected, and a combined wage premium of $6.1 million annually ($610 times 10,000). Thus, the VSL estimate would be $6.1 million. This is directly parallel to the risk reduction benefits of an MCL in the sense that the number of fatalities, and the overall dollar value, reflect risk-based “statistical lives” over a large population, and not identifiable individuals. However, there are other important issues of concern in how VSL estimates should be applied in the MCL context, such as the timing of the risks, the amount of life extension generated per case, and other attributes of the risks and the impacted populations (as addressed below).


Cost of Illness

Nonfatal risks (i.e., for illnesses) can be more difficult to monetize than premature fatalities. There is a less well developed literature on WTP values for avoiding morbidity, hence most empirical work relies instead on the “cost of illness” (COI) approach. 


The COI approach estimates medical expenses and lost income due to premature death or illness. Categories of costs usually estimated include hospitalization, emergency room, doctor costs, drug costs, the value of time spent being sick (i.e., the value of work lost as a result of illness, and the value of nonwork time spent being sick). This approach places no value on the time or the lives of those who are not in the labor market, nor does it recognize the lost utility to those who suffer pain (i.e., the lost value of being healthy). 


The attraction of the COI approach is that it can be used, with various modifications, for a wide range of health endpoints, including mortality and morbidity from either chronic or acute exposure. Another attraction is that it is readily understood by policy makers and the general public, and it is a relatively straightforward exercise to obtain defensible estimates of medical costs, lost wages, and so forth. EPA has developed a report on the COI of specific adverse health endpoints (e.g., bladder cancer), and it is readily available for direct application in benefit studies [EPA’s Cost of Illness Handbook, undated (a)]. 

The principal weakness of the COI approach is that it underestimates the full benefits of a risk reduction. It is an ex poste measure of cost, not the conceptually appropriate ex ante measure of value.
 COI will understate the value that individuals place on being healthy and alive, and will understate costs for those who are not in a position to secure appropriate medical attention and those who are not part of the paid labor force. 

Given the limitations of the COI approach, it is generally recommended that COI be used only where no WTP estimates are available (e.g., for most nonfatal illnesses), and that analysts clearly identify the results as lower bound estimates of benefits (i.e., that observed costs are being used as a proxy for unobserved values). COI estimates may also be presented side by side with WTP-based estimates (e.g., for valuing changes in mortality risks) to create a lower bound or as part of a sensitivity analysis. 


APPLYING VSL ESTIMATES TO THE DRINKING WATER CONTEXT:
BENEFITS TRANSFER

Benefits transfer (BT) refers to the practice of using empirical results derived from one or more primary research studies, and applying these results to another context or policy. For example, the published literature that develops estimates of VSL from data from occupational settings (based on wage-risk tradeoffs) is usually used to assign monetary values to reductions in fatal risks that accompany the setting of an MCL. The key question to consider is whether (or how) VSL estimates should be transferred to drinking water applications.

BT is often used in evaluating public policies because there is rarely the time or budget necessary for conducting primary research efforts that directly apply to the policy in question. For example, it would be very time consuming and expensive to design and conduct a credible study of the value people place on the risk reductions associated with a potential change in a specific drinking water parameter (i.e., a highly credible and applicable research effort using state-of-the art survey or hedonic methods to collect and analyze data from a large sample might take more than $1 million and a year to complete). 

Because the use of BT is often a practical necessity, there are standard practices and procedures about how BT should be conducted and evaluated. The standards come from the peer-reviewed economics literature (e.g., Desvousges et al., 1992) and are embedded in some federal programs for valuing changes in environmental quality (e.g., NOAA’s regulations for natural resource damage assessment; U.S. Department of Commerce 1996). 

While the quality (scientific validity and robustness) of the various pieces of empirical VSL literature is an important matter, the large number of well-regarded studies (e.g., the 26 used in EPA’s assessment) provides a convincing weight of evidence that the body of work provides a reasonably credible range of values. Instead, in the VSL context, the primary focus is on issues of the applicability of the estimates — which are derived predominantly from occupational and other accidental death contexts — to the issue of risks posed in by drinking water. 

In terms of the applicability of VSL estimates for the drinking water context, the key issues are that the VSL estimates derived from the published literature are often based on types of risks (e.g., accidental deaths in occupational settings) that affect groups of individuals (e.g., blue collar employees in their working years) which differ from the types of risks and impacted populations that apply in a drinking water context. Thus, there is a need to consider whether the attributes of the risks and the attributes of the affected populations are similar between the original empirical research effort and the policy application (and if not, whether some adjustments might be feasible and appropriate). 

For example, changes in drinking water-related risks may occur many years or decades after a regulation changes exposure levels (e.g., for carcinogens), whereas most VSL studies pertain to accidental deaths that occur immediately. The VSL studies reflect observed values for an average aged person (between the ages of 35 and 40) who might immediately lose all of their remaining life expectancy (40 to 50 years). In contrast, the benefits of an MCL for a carcinogen to an average aged person should reflect the values for losing perhaps 15 years of life expectancy, and that potential loss would occur perhaps 30 years in the future. There is good reason to suspect that a 38 year old reflecting on dying 30 years from today instead of in 45 years would assign a lower value to reducing that risk than they would to dying immediately. On the other hand, some have pointed out that VSL estimates may be understated if they reflect values for people who have less than average risk aversion or below average education and incomes, and/or if people dread involuntary cancer risks more than other types of risks they can better control personally. 

MAKING SUITABLE ADJUSTMENTS TO VSL 


The issues described in the preceding section illustrate why it may be misleading to apply literature-based estimates of VSL directly to the context of changes in the quality drinking water. This raises the question of whether some adjustment to the VSL estimates may be appropriate. This section discusses the issue of whether and how such adjustments may be necessary. 

This question was recently addressed by the EPA SAB EEAC, and the approach described here draws on (and conforms with) the report issued on the topic (SAB EEAC 2000). The report recommends including latency periods for delayed onset health effects, and discounting the results to present values (using the same discount rate applied to all other benefits and costs). The SAB EEAC also recommends accounting for income growth over the relevant period, and applying a range of income elasticities to reflect the increased WTP for risk reduction that accompanies income growth. The SAB EEAC does not endorse further empirical adjustments to VSL estimates for application to environmental contexts (e.g., to reflect a potential dread factor for cancer), but does suggest conducting sensitivity analyses for potential age-based adjustments to VSLs. 

Accounting for Latencies 

To date, EPA analyses of drinking water-related risk reductions have used the simplifying assumption that risk reductions accrue immediately after reduction in exposures. This assumption skews the benefit analysis significantly by counting cancer cases that are avoided far into the future as cases that are avoided immediately. 

By assuming “immediacy” of benefits realization, EPA implicitly assigns a latency period of zero years for cancer risk reductions. While it may be true that the exact length of the latency period is variable and uncertain, it is widely recognized in the scientific community that latency periods are not zero for most carcinogens. Rather, the latency period is likely to be many years (e.g., 10, 20, or 30 or more years) for typical carcinogenic modes of action. Accordingly, it is inaccurate to apply a zero latency assumption when this is clearly contrary to the scientific evidence. Instead, multiyear latency scenarios should be used, with a range of multiyear latency scenarios applied as a mechanism to reflect the degree of uncertainty regarding the latency period. 


Evidence for accommodating nonzero latency periods in the benefit-cost analysis can be found by examining the age of onset for specific cancer endpoints of relevance. For example, based on SEERS data, the mean age of onset for bladder cancer in the United States is after 71, average age at death is 77, and less than 1% of fatal cases arise in people under 45 (less than 5% of the cases occur in people under 55, and 15% in people under 65) (NCI 1998). This type of readily available information can be used, in concert with sound scientific evidence, to develop plausible latency period scenarios for the analysis.

Discounting Costs and Benefits 

Introducing scientifically justified latency period scenarios for cancer cases avoided in turn raises the important issue of discounting the future health effects avoided by the proposed regulation. Basic economic welfare theory is quite clear about the appropriateness of discounting future benefits and costs, and the need to treat future benefits and costs in a consistent manner (i.e., applying the same discount rate to all benefits and costs). The SAB EEAC fully agreed with this principle, and stated that future cancer fatalities need to be valued by taking the latency periods into account and discounting the associated VSL estimates back to present value, using the same discount rate as applied to all other costs and benefits (SAB EEAC 2000).

The OMB has issued guidance on discounting based on a review of the economics literature, and requires that federal agencies discount costs and benefits at a real rate of 7% (OMB Circular A-94; OMB, 1992). Under the OMB guidance, other discount rates can also be applied in the form of sensitivity analyses, if accompanied by suitable justification.

As one alternative scenario, analysts may want to consider that an expert panel assembled by the U.S. Public Health Service (Gold et al. 1996) directly addressed the issue of discounting future health risk reductions, and clearly articulated that it is the conceptually appropriate approach to apply a positive discount rate to such future health risk reduction outcomes. This panel advised using 3%.

For another feasible discount rate scenario, analysts should consider the empirical evidence available in the peer reviewed literature on how much people discount future fatal risks (Moore and Viscusi 1988, 1990; Cropper et al. 1994). These studies suggest that, on average, individuals actually apply a discount rate that may be considerably higher than 7% to future fatal risk reductions (e.g., empirical evidence suggest rates of 10 to 12% or higher — perhaps as high as rates charged to credit card balances). 

Adjusted VSLs to Reflect Latency, Discounting, and Income Growth 

As noted above, EPA has been using $6.1 million (1999 dollars) as the most likely benefits value for each premature fatality avoided, based on the mean estimate the Agency developed from its review of the VSL literature. The $6.1 million estimate does not reflect the latency, discounting, or other factors that would affect this valuation. Such adjustments can be made in accordance with the SAB EEAC report (SAB EEAC 2000).


The SAB report states that two adjustments should be made to the VSL estimates. First, latency and discounting need to be factored into the estimate, as noted above. Second, SAB recommended that VSLs should be adjusted to reflect the impact that projected real income growth might have on the VSLs of future (wealthier) Americans. Age-adjusted VSLs are also suggested by the SAB, but in the form of a sensitivity analysis.

In an Awwa Research Foundation project examining this issue (Raucher et al., forthcoming), the research team developed Monte Carlo simulations to make both sets of SAB-recommended adjustments, using the EPA’s Weibull distribution with an estimated mean of $6.1 million for the unadjusted VSL as the starting point. The distribution of adjusted VSL estimates is then developed by applying a Monte Carlo simulation that draws a latency period at random from a uniform distribution, bounded by 10 and 30 years. For each latency period, future income-adjusted VSLs are generated based on estimates of real income growth over that period (U.S. Bureau of Economic Analysis 2000), and then an income elasticity drawn at random from the values recommended by SAB (income elasticities of 0.08, 0.4, and 1.0).
 Finally, for the relevant latency period, the income-adjusted VSL is discounted back to present value using a discount rate drawn at random from a uniform distribution, bounded by discount rates of 3% and 7%. The adjusted VSLs thus reflect latency, income growth, and discounting. 


The mean value generated for the discounted latency- and income-adjusted VSL using this procedure is $2.7 million per premature fatality (1999 dollars).
 Because the simulations relied on uniform distributions, this mean estimate for discounted latency- and income-adjusted VSL corresponds to a mean discount rate of 5%, applied over a mean latency period of 20 years, with a mean income elasticity of 0.49. If the applicable latency periods tend to be longer and/or if the applicable discount rates tend to be higher, the mean adjusted VSL estimate would be lower than $2.7 million (and vice versa). But these results reveal that EPA’s use of unadjusted VSL estimates is significantly overstating the benefits of MCLs (and in the case of some cancers of interest, the degree of overstatement is a factor of over 225%).

UNCERTAINTY AND VARIABILITY

One of the largest challenges in conducting and interpreting BCAs for drinking water standards (and many other environmental and public health programs) is that many uncertainties and data gaps inevitably arise in the analysis. This is especially true for the benefits side of the analysis, but also in cost analyses as well. In this section, these issues are briefly described and discussed.

What are Uncertainty and Variability?
The terms uncertainty and variability have distinct meanings in risk assessment and benefit-cost analysis, and each raises its own issues and can be addressed in different manners. 


Uncertainty refers to a lack of knowledge, reflecting a gap or unknown in the applicable field of science. A classic uncertainty involves developing dose-response relationships for humans based on laboratory studies using rodents. Toxicologists develop data on dose-response findings from laboratory studies in which rodents are exposed for short periods to high doses of a contaminant. These high-dose experimental results in mice or rats then need to be translated into risk levels in humans who are exposed to relatively low doses in drinking water over a long time period. Because scientific knowledge is far from complete on these matters, these cross-species and high-dose-to-low-dose extrapolations are not fully understood. Because there are no known answers to these problems, these issues of how to develop or interpret dose-response functions for drinking water exposures reflect considerable uncertainty. 


Variability reflects differences that exist as a basic state of the world – it pertains to the fundamental reality that each person is different from the next person in relevant ways, and that conditions may differ from place to place or from time to time. Exposure assessments tend to have several important variabilities, including the amounts of water that different people consume (i.e., the mean level of per capita CWS tap water consumption is approximately 1 liter per day, but data suggest that roughly 10% of the population consumes more than 2 liters per day). 

Other exposure-related variabilities of interest include the fact that different people will have different durations of exposure (some will reside in the same CWS for 70 years, some for only a few months), different body weights, or different activity patterns (e.g., time away at an office or school with a different water supply). Concentrations of a contaminant in their water may vary over time (e.g., due to seasonal variations in source water quality, changes in treatment regimes, distribution system flushing events, a customer’s use of bottled water or in-home treatment units).


Risk assessment and benefit-cost analyses need to reflect these variabilities in some fashion. For example, different people consume different amounts of tap water on an average day; these differences or variabilities in drinking water consumption are a recognized and unavoidable fact of life. These variabilities can be observed and measured by collecting data from a sample of individuals (whereas uncertainties cannot addressed by simply observing the world and collecting data). Analysts can thus understand and measure variability by collecting good data and using it in their studies. As data are collected, a probability distribution of values can be derived (e.g., that the mean level of tap water consumption is approximately 1 liter per day, and the 90th percentile is roughly 2 liters per day).

How are Uncertainties and Variabilities Typically Addressed?

Uncertainties in components of a BCA typically are addressed through the use of standard assumptions or uncertainty factors. These assumptions and adjustment factors typically are somewhat arbitrary and are intended to be conservative (i.e., erring on the side of being overly protective), because the risk assessor’s primary duty is to determine the level that poses “zero risk.” 

For example, in determining the MCL for uranium, EPA relied on kidney toxicity data derived from laboratory animal experiments. A “no effects level” was observed in the laboratory studies of 60 ug/kg/day. To translate this rodent-based finding to humans, Agency risk assessors applied an uncertainty factor of 100 when converting the rodent results into the human-oriented safe dose of 0.6 ug/kg/day (i.e., 60 divided by the uncertainty factor of 100). This adjusted no-effects exposure level is called the “oral reference dose” and reflects the dose at which no risks are anticipated in humans, including an ample safety margin. This is how uncertainty is typically addressed for noncarcinogens posing risks from chronic exposure. 

Variability in this application arises in translating this safe “oral reference dose” for humans (a dose per body weight) into a drinking water concentration (measured in ug/L). Typically, risk assessors remain conservative at this stage as well, and apply a set of high-end assumptions to ensure that the most sensitive and most highly exposed persons are protected. For the uranium example, which is typical, EPA assumes a 70 kg person who drinks 2 liters of CWS tap water daily and obtains 80% of their total uranium exposure through drinking water. In reality, these standard assumptions reflect upper ends of the variability distributions rather than average or typical conditions. But they are adopted by risk assessors to assure safety to even highly exposed and highly sensitive persons in the overall population.


Based on these exposure assumptions, the uranium “safe” oral reference dose (0.6 ug/kg/day) is translated into a “safe concentration in drinking water” of 16.8 ug/L [(0.6 ug * 80%) / (2 L/day * 70 kg)]. The Agency then rounds to 17 ug/L and defines this as the drinking water equivalent level (DWEL) for uranium. In this typical risk assessment application for a systemic (noncarcinogenic) compound, variability is addressed through a simple set of assumptions that apply the high end values observed from the underlying variability distributions.

The Precautionary Principle versus Accuracy in BCA 

The above discussion described how uncertainty and variability typically are addressed in EPA risk assessments, wherein standard conservative assumptions are used to address both uncertainty and variability. This use of conservative assumptions and uncertainty factors is known as the “precautionary principle” and it is suitably is used in the risk assessment context to ensure that the designated “safe” concentration (DWEL) is indeed risk free for even the most highly sensitive and highly exposed individuals, with an ample margin of safety. 


While use of the precautionary principle is well established and accepted in the context of a risk assessor’s mission to define a concentration that is “safe,” the use of these same assumptions is not suitable for a BCA. This is because the BCA should reflect the most accurate or typical conditions. In other words, the risk assessment process is designed to err on the side of safety, but the BCA is intended to reflect a evaluation of what health risk reduction benefits can be expected from a potential MCL. 

When conservative assumptions and adjustment factors are applied throughout a BCA, the effects become compounded, and this results in risk reduction benefits estimates that will be greatly exaggerated. For example, the chance that the persons consuming the 90th percentile volume of water per day (i.e., roughly 2 liters) are also the same persons that are exposed for the 99th percentile duration (e.g., assume 70 years) is only 1 in 1000 (10.% * 1.0% = 0.1%), assuming the events are statistically independent. If one used just these two conservative assumptions alone, one would have a benefit estimate that reflected the 99.9th percentile of the likely benefits distribution. Adding in uncertainty factors for the dose-response relationship would drive the results further toward extremely low probability outcomes.

Several important entities have recognized the critical distinction between using the precautionary principle in risk assessment and using more realistic central tendencies (or whole distributions) when conducting BCAs as part of a risk management process. EPA has acknowledged this in several recent rulemaking packages, and the Government Accounting Office (GAO) recently issued an excellent report on this issue as well (GAO, 2000). 

EPA has made some efforts to use averages and plausible ranges in its recent BCAs, especially for drinking water consumption. However, precautionary elements still persist throughout the analyses, including the use of overly conservative dose-response information and lifetime durations of exposure. This problem can be addressed using some standard methods, including simple sensitivity analyses and more elaborate probabilistic assessments (such as applying Monte Carlo techniques). A nearly completed Awwa Research Foundation project is providing a detailed illustration of these issues (Raucher et al, forthcoming).

OTHER IMPORTANT CONSIDERATIONS IN BENEFIT-COST ANALYSIS

Omitted or Unquantified Benefits and Costs


Another challenge in developing and interpreting BCAs arises when an important benefit or cost cannot be readily quantified or expressed in monetary terms. For example, the principal health risk benefit underlying the recent (December 2000) uranium standard is kidney toxicity. The level of renal toxicity risk is highly uncertain and therefore cannot be quantified (i.e., there is no way to estimate a projected number of disease cases avoided). In such a circumstance, benefits cannot be directly compared to costs.

When potentially important benefits (or costs) cannot be directly included in a quantitative BCA, the analyst has several options. An unsatisfactory option is to ignore the omitted benefits or costs, and base the decision only on those benefits and costs that can be included. This is undesirable because if important benefits are left out, then an MCL will not be set as stringently as it should. Likewise, if important costs are omitted, then the BCA would suggest an MCL that is overly stringent. 

Another unsatisfactory option is to use the existence of an unquantified benefit (or cost) as an excuse to set an MCL at a level that probably does not maximize net benefits. Even though an unquantified benefit may be important and should not be overlooked, it should not be used “carte blanche” as an excuse to set an overly stringent MCL (and vice versa, for an omitted cost). While a potentially significant unquantified (or unmonetized) cost or benefit should not be ignored, neither should it be afforded undue weight and influence. 


To determine how much weight should be given to considering an unquantified benefit or cost, several informative and appropriate options can be explored to try to include the omitted (nonmonetized) benefits or costs within the BCA framework in as useful and objective a manner as possible. In some cases, this will simply entail providing a good qualitative discussion of the unquantified outcome so that decision-makers can take it into account along with the numeric BCA findings. If benefits already exceed costs, then a qualitative discussion of nonmonetized benefits only helps reinforce the obvious outcome (and the same is true if the omitted component is a cost and the monetized net benefits are already negative). 

Where the omitted element might alter the net benefit result (e.g., an important benefit is omitted where the monetized BCA components yield a negative net benefit), a “break-even” analysis may be useful. This is a semi-quantitative approach in which the analyst back-calculates from the estimated net benefit how large the value of the omitted benefit (or cost) would need to be for benefits and costs to be equal (net benefits are zero). This is sometimes referred to as “implicit valuation.”

For example, if monetized benefits exceeded costs by $100 million, then the nonmonetized benefit would need to worth at least $100 million for the BCA to “break even.” It may be quite obvious that the omitted benefit is (or is not) likely to be worth this amount of money. In the uranium example, the implicit valuation outcome for the unquantified benefit was that the “cost per person exposed” (but not necessarily having any adverse health effect) would have to be worth at least $100,000 for the incremental benefits to be at least as great as the incremental costs of the MCL. It seems unlikely that such an expense is warranted (e.g., $100,000 is the estimated cost to treat someone with an actual case of cancer, and treating a cancer patient seems to be a better public health investment than reducing exposures that are unlikely to have any discernible impact on kidney disease).

Uncertain Costs



While most of the discussion in this paper has been about issues and uncertainties 

in estimating benefits, the estimated cost of compliance can also be highly uncertain and 
controversial. Costs can be highly uncertain for a variety of reasons, including differences in whether or how treatment plant retrofit issues are addressed or how estimates account for difficulties or lack of economies in treatment at a small scale. Other areas that cause differences in cost estimates include how to account for the potential scarcity of skilled operators, reflect limited space and access for expanded treatment facilities (especially at decentralized wells), or consider residuals management issues associated with water treatment-generated wastestreams. 

Given these and other issues, it is not uncommon for EPA cost estimates to be far lower (e.g., one-tenth the level) than estimates predicted by other stakeholders. In this case, it is probably prudent to show BCA results using two alternative cost scenarios. This is a simple sensitivity analysis of how (or whether) the policy implications drawn from the BCA are altered, depending on which cost estimates are applied.

CONCLUSIONS

BCA is now mandated under the SDWA, and the use of BCA enables standard setting for MCLs to move away from technical feasibility considerations alone. The BCA provisions enable policy-makers to consider whether the mandated investment in compliance expenditures will produce suitable returns in the form of public health benefits. This is an important step forward.

Since BCAs now play an important role in MCL determinations, it is vitally important that they be performed and interpreted properly. BCAs should adhere to established economic principles based on trying to maximize net social benefits. This implies that the analyses should focus on comparing incremental benefits to incremental costs, benefits should be valued according to willingness to pay (as feasible), benefits transfer needs to be done carefully, and VSLs need to be adjusted to reflect latency periods and discounting where applicable. 

It also is important that uncertainties and variabilities be recognized and considered (e.g., through the use of sensitivity analyses or other, more sophisticated techniques such as Monte Carlo analysis). This also means that BCAs should be based on average or typical parameter values and not a compilation of exceedingly conservative assumptions (such as traditionally used when the precautionary principle is applied to risk assessment). Unquantified benefits and costs also need to be considered in a fair and systematic manner (and neither be ignored or given undue weight). BCA results should also be portrayed according to system size, so that small system impacts can be more fully discerned. 



In conclusion, there are important uncertainties and challenges associated with applying BCA to the drinking water context. This means that BCAs will often be inexact and must be performed and interpreted with due caution. Accordingly, BCAs generally should not be used as a strict decision rule. Nonetheless, BCA is a very useful tool for helping to ensure that America’s investment in MCL compliance costs will yield suitable public health returns. When conducted and interpreted in a sound and objective manner, BCAs will be very informative in guiding the nation’s drinking water investments so that they generate the greatest public health returns possible. 
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�. Sometimes the ratio of benefits to costs (B/C) is used as a way to evaluate a policy. If the B/C ratio is greater than 1, that means that benefits outweigh costs. The use of a B/C ratio is valid for considering alternative investments, because one can try to identify the option the yields the greatest rate of return (highest B/C ratio). However, for regulatory policies like setting an MCL, it is more appropriate to apply the net benefits concept (benefits minus costs) rather than the B/C ratio. This is because the objective is to identify the MCL that maximizes social welfare (net benefits), and not to develop an investment strategy that maximizes rates of return. 


�. Technically, the 5 year survival rate for a cancer should be used to split the estimated number of cases into those that probably would be fatal and those that would be nonfatal (but serious) health effects.


�. It is possible to attempt to correct for this deficiency by crudely adjusting COI estimates to reflect limited empirical evidence on the relationships between COI and WTP estimates. For example, where both types of estimates have been derived for the same health endpoint, WTP has been twice (or more) the COI estimate.


�. There may be some exceptions to this principle in cases where intergenerational equity impacts are under consideration, but this is not the case for most drinking water quality issues. Risk reductions associated with changes in water quality are realized by the same generation of individuals for whom exposures are reduced via the costs incurred (e.g., for additional treatment).


�. Elasticities here refer to the percent change in VSL per percent change in income. Hammitt (2000) suggests that VSL is not very sensitive to income, noting that “typical estimates suggest that a 1% change in income yields less than a 1% change in VSL — often 0.5% or less.” This suggests an income elasticity of 0.5 or less.


�. The median estimate is $2.1 million, and the 25th and 75th percentiles are approximately $1.3 million and $3.4 million, respectively. The standard deviation is $2.2 million.
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